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Final for Computer Networks, January 2011 
Open Book (Total: 100 points) 

Prof. Ying-Dar Lin, ydlin@cs.nctu.edu.tw 
1. (10%) OSPF Computation 

An IP router running OSPF (Open Shortest Path First) routing protocol exercises Dijkstra algorithm 
to construct its routing table. Suppose the link state info router H receives shows: AB (2), AG (6), 
BE (2), BC (7), EF (2), EG (1), GH (4), CF (3), CD (3), FH (2), DH (2), where the number in 
parentheses indicates link cost and is assumed to be symmetric for both directions. After the 
computation at router H, what is the next-hop for destination A? Show your computation. 

 
Step  A B C D E F G 
1 H,D infinite infinite infinite 2, - infinite 2, - 4, - 
2 H,D,F   5, D   2, - 4, - 
3 H,D,F,G   5, D  4, F  4, - 
4 H,D,F,G,E 10, G  5, D  4, F   
5 H,D,F,G,E,C 10, G 6, B 5, D     
6 H,D,F,G,E,C,B 10, G 6, B      
7 H,D,F,G,E,C,B,A 8, B       

The path: H->F->E->B->A, so the next hop is F. 
 

2. (10%) Multicast: Membership and Tree 
We need IGMP and multicast routing protocols to keep membership information and forward 
multicast packets, respectively. 

(a) (4%) Through IGMP, how does an edge router know the membership information for a 
specific multicast group? What exactly does it know? By ICMP query/response, an edge 
router knows the multicast groups that have at least one member in this subnet, though it 
does not know who and how many. 
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(b) (3%) Through DVMRP, how do the edge router and other routers know where the 
members of a specific group are and forward the packets to them? They do not know 
where the members are. They only know the ports that do not lead to any members, 
because the edge routers that have no members for a specific group send the PRUNE 
message to upstream routers to indicate this and cut the flooding. 

(c) (3%) How about PIM-SM for question (b)? Similar to DVMRP, except that only a 
per-group tree is formed for each multicast group while in DVMRP there are per-source 
trees for each group. All packets are forwarded to the hashed root first. 

3. (12%) TCP Bandwidth 
A router currently has many TCP connections passing through one of its output links. Halves 
of the connections have an RTT of 100 ms, while the other halves have an RTT of 10 ms.  

(a) (4%) Suppose all TCP sources run the same window control version. The bandwidth 
consumed by the connections with 10-ms RTT is 10 times of the one consumed by the 
connections with 100-ms RTT. Explain why by an equation. 

(b) (4%) What is the rationale behind the design? 
(c) (4%) If the number of connections is 100 and the link is 100 Mbps, what is the TCP 

bandwidth for each connection? 
(a) TCP bandwidth = window / RTT; (b) fairness: each TCP connection has the same 
amount of outstanding traffic; (c) 50x + 500x=100, x=100/550=2/11 Mbps, 
10x=100/55=20/11 Mbps. 

4. (10%) Socket Implementation 
When a TCP connection is setup in the Linux kernel, the kernel create a set of data structures 
in its file system and treat all socket operations as file I/O. 
(a) (5%) What are the differences in the data structures for an established socket and a 
normal opened file? 
(b) (5%) Where are packets actually queued in the socket data structures? 
(a) inode initialized to “socket”: sock (network-related info and data structures) 

   (b) receive_queue and write_queue in sock: pointers to sk_buff structures 
5. (12%) When to Retransmit Which in TCP 

For TCP sources, knowing when to retransmit what segment is non-trivial. 
(a) (4%) If a TCP segment is lost inside the Internet, when will its source retransmit it? 
(b) (4%) How does a source know which segment to retransmit? 
(c) (4%) If there are multiple packet losses in a row, how does a source retransmit them? 

(Assume the source’s TCP version is Reno.) 
(a) timeout or triple duplicate ACKs received; (b) sequence number of the timeout segment 
or sequence number in the duplicate ACK; (c) Retransmit the first few losses by triple 
duplicate ACKs but by timeout one-by-one for the remaining. 

6. (8%) Filling Out a Web Form 
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You connect to a Web server to download a Web page which contains a form to be filled and 
uploaded back to the Web server.  

(a) (4%) What commands do your browser issue to the Web server to download the Web 
page and to upload the filled form in the page? 

(b) (4%) If there is a transparent proxy cache in the middle, can it cache the page before and 
after the page is filled? 

(a) download: GET, upload: POST or PUT; (b) before: yes, after: no 
7. (8%) FTP: Data and Control Connections 

There are two connections established during an FTP session. 
(a) (4%) Why are there two connections, one for data and one for commands? Name two 

major reasons. FTP derived from TELNET with TELNET for its control connection; For 
client to issue commands in the control connection to server even when a long data 
transfer is still on-going in the data connection. 

(b) (4%) With the passive mode FTP, what exactly does the server tell the client in order for 
the client to establish the data connection? The port it is listening to. 

8. (10%) Streaming over Legacy Internet 
Although streaming is a real-time application, it still runs pretty well over Internet. 
(a) (5%) How can streaming be robust to large network delay? 
(b) (5%) How can streaming be robust to large network jitter? 
(a) delayed playout according to timestamp; (b) preload playout buffer to absorb possible 
maximum jitter 

9. (10%) Burst Period by Leaky Bucket 
The leaky bucket algorithm is used to shape/police bursty traffic. For a computer that can pump as 
fast as 200 Mbps (peak rate) and generate, on the average, a burst of 1 MB every second, a leaky 
bucket with token arrival rate of 16 Mbps and a token size of 1 MB is used. What is the maximum 
burst period, in msec, in the output of the leaky bucket? 
Time to consume a full bucket of token = 1x10^6x8 / 200x10^6 = 40ms 
Token accumulated during 40ms = 16x10^6 x40x10^-3 = 640kb 
Time to consume 640kb = 640x10^3 / 200x10^6 = 3.2 ms 
Total burst period = 40ms + 3.2ms = 43.2 ms 

10. (10%) Firewall: Packet Filter vs. Application Proxy 
As the basic type of firewall, a packet filter can block packets by examining fields in the IP 
and TCP/UDP headers. On the other hand, an application proxy can check upper layer 
headers and even application payload, i.e. content.  

(a) (5%) Identify the fundamental differences in how they work in a Linux system. 
(b) (5%) If a client connects to a server but passing through an application proxy, there will 

be two TCP connections: one from the client to the application proxy and another from 
the application proxy to the server. Explain how this happens. 
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(a) A packet filter works in the Linux kernel, while an application proxy works as a daemon 
which receives messages redirected from the kernel. 
(b) The application proxy receives a request, after its underlying kernel handles the 3-way 
handshake, processes the request, and then establishes another TCP connection to the server. 
Thus, the application proxy serves as the termination point for both TCP connections and 
concatenates them together. 

 


